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Abstract

The investment industry has seen the importance of extra-financial criteria for companies
increase very significantly in recent years. These extra-financial criteria, frequently referred
to by the initials of the three pillars (E,S,G for Environment, Social and Governance) aim to
quantify the positive or negative effects of a company’s activity in the human ecosystem. These
data are therefore of a different nature from the financial information included in balance sheets
and income statements. The multiplicity of these extra-financial data makes their integration
into an investment process quite complex. The asset management industry already has standard
strategies such as sector exclusion or ’best in class’ selection strategies. These strategies aim to
improve the ESG scores of portfolios, without setting precise objectives on the creation of excess
returns. Here we present a self-learning and interpretable strategy that aims to simultaneously
improve extra-financial and possibly financial performance over the medium term.

Keywords: Interpretability, Transparency, Explainability, Predictivity, Stability, Simplic-
ity, Rule-based algorithms, Machine Learning.

1 Introduction

In recent years, the extra-financial rating of companies has made strong progress in the area of
investment. The financial authorities require fund managers to specify the degree of their man-
agement’s commitment to socially responsible investment. The question is no longer whether this
commitment is simply an option, but how it should be implemented. However, the positive or neg-
ative aspects resulting from a company’s activity and its interaction with the real world cannot be
summed up in figures, as simply as its balance sheet and profit and loss accounts. While it is fairly
easy to compare two given companies from a business conduct perspective, it is much more diffi-
cult to develop properly diversified investment strategies that enhance the average extra-financial
metrics of a portfolio without unduly degrading the risk/performance ratio.

The academic literature has already extensively studied the relevance and stability of the cor-
relations between the different scores under the three main pillars of Environment, Social and
Governance and the medium-term stock market performance of companies. We refer to the seminal
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paper (Margolis and P. (2009)), or to a more recent presentation (de Franco et al. (2018)) for a
extensive review of this literature. The purpose of this paper is to illustrate in detail the application
of an interpretable machine-learning method aimed at producing explicit investment rules. We will
show how to dynamically build a portfolio from rules obtained in a supervised learning framework.
The resulting strategy will be compared to classical SRI selection strategies. From the point of
view of machine learning, one of the interesting conclusions is the superiority of a local, non-linear
aggregation scheme over the maximization of an imposed score function. Complex real-world phe-
nomena are rarely linear, and experience threshold and coupling effects between variables. In this
respect, the field of financial assets is no exception: linearity is at best a convenient approximation,
not the essence of phenomenons. Once this complexity is admitted, it is all the more advantageous
to remain within an interpretable framework.

2 Primary data

By ”Primary data” we mean the historical series made available by commercial data suppliers.

2.1 Universe of companies

All the companies studied are components of the Euro Stoxx index. These are the N=300 shares
of listed companies headquartered in a euro area country with the highest free float market capi-
talisations. This list of components is reviewed on a quarterly basis. The shares will be denoted
by an unique integer index, Si being the i-th share. For each date t, the list of shares belonging to
the index is noted Ut. This list will change through time because:

• New listed companies can appear,

• Existing listed companies disappear or are merged with another one,

• The set of N largest capitalisations change through time.

Let us denote by U the collection of all shares having belonged to a list Ut for at least a date t:
U =

⋃
t0<=t<=t1

Ut.

2.2 Market data

Primary market data include: Closing share prices in Euro, adjusted for the effect of corporate
actions such as dividend distributions, share buybacks and mergers and acquisitions. To ensure
that past prices are invariant to corporate actions, daily adjusted returns are stored on a historical
basis.

Notations:

• t is a closing time of a business date running through the time interval [t0, t1].

• t+k represents date t shifted by k business days.

• P it denotes the (uncorrected) closing price of stock i at date t.

• rit denotes the uncorrected return of stock i between t-1 and t: rit = ln(P it /P
i
t − 1)
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• r̃it is the return of stock i between t-1 and t corrected for corporate actions: r̃it = ln((P it −
Divit)/P

i
t − 1) = rit− ln(P it /(P

i
t −Divit)), where Divit if the amount of dividend paid by stock

i at the ex-date t (and similarly for other types of corporate actions).

• P̃ it is the rescaled price of stock i at time t, corrected for corporate actions. It is defined
recursively by P̃ i0 = 1, then P̃ it = P̃ it−1exp(r̃

i
t). Unless otherwise specified, the corrected

prices and returns are used in the simulations.

• NFSit is the number of free floating shares for stock i at time t.

• FMCit is the free market capitalization of stock i at time t, with FMCit = P it ×NFSit

• MCW i
t is the weight of stock i at time t, relative to the total of free market capitalisations

in the investable universe Ut.

2.3 Fundamental data

Many fundamental company data are available from suppliers, including accounting information
(balance sheets, income statements) but also analysts’ estimates of key data such as future earnings
and dividends, debt and equity.

In this study, we wish to focus on excess returns from non-financial data. The only fundamental
data used is sector information.

Business activities are classified according to a hierarchical system of sectors grouping companies
according to their industrial activities. Each activity is in turn subdivided into specialized sub-
activities, and so on up to 3 or 4 levels. Different classification systems exist, one of the best known
being the BICS system.

We will refer to the k-level industry attribute Sect1 as the k-level industry attribute = 1..4,
so that Sectk(Si) represents the k-level industry categorical variable for stock i. The hierarchical
structure of sectors implies that if two stocks Si and Sj belong to the same group of level k > 1, i.e.
Sectk(Si) = Sectk(Sj), then they also belong to the same group of level k − 1, i.e. Sectk−1(Si) =
Sectk−1(Sj).

The possible categories taken by the sector Sectk will be noted as Sectk1 , . . . , Sect
k
nk

. As an
example, we generally have n1 ranging from 10 to 13 for level 1, n2 ranging from 40 to 50 for level
2.

For a given stock, the sector allocation rarely varies over time. Nevertheless, the sectoral compo-
sition of the investable universe Ut may change. We will refer to the set of stocks in the Ut universe
belonging to the sector Sectkj as Uk,jt .

2.4 Extra-financial data

The area of extra-financial notations has enjoyed a strong growth in recent years, and has become
an competitive playground between generalist and more specialized players. The purpose of this
paper is to illustrate the excess of predictive power that can be obtained through the use of machine-
learning algorithms, versus traditional ranking strategies solely based on aggregate scores. The aim
of this paper is not to perform a comparison across various data providers.

In this study, we use historical data provided by Vigeo-Eiris.
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2.4.1 Behaviour scores

Behavioural scores are the oldest historical source of extra-financial ratings. Vigeo-Eiris, for ex-
ample, has company ratings dating back to 2012. These are standardised scores between 0 and
100, with each score scoring a specific criterion of a company’s activity. The scores are broken
down into various themes such as product safety, the quality of information provided to customers,
management remuneration, pollution control, etc. Each of these themes is linked to one of the three
main pillars: E(nvironment), S(ocial) and (G)overnance.

Let use the following notation:

• SCPk (Si, t) is the value for stock i at time t of the k-th score pertaining to the pillar P ∈
{E,S,G}.

• SCP (Si, t) is the aggregated value for stock i at time t, averaged on all scores pertaining to
the pillar P ∈ {E,S,G}.

The following remarks apply to behavioural scores:

• These scores are established by the agencies on the basis of questionnaires sent to the com-
panies, as well as on the basis of the companies’ written communication (annual reports,
website).

• Scores are generally reviewed on an annual basis, more rarely on a half-yearly basis.

• For a given company, the full set of scores is generally not available because some criteria are
not relevant to the sector. For example, the treatment of animals is a discriminating criterion
only in the food industry or health. The dataset of scores therefore contains many missing
values.

• The individual scores for each pillar E, S or G are weighted linearly to produce three overall
scores SCE , SCS and SCG.

• The three overall scores are in turn linearly weighted to produce an overall behavioural score
SCESG. The weights used for this blending depend on the industry sector and are set accord-
ing to a methodology specific to the rating agency.

2.4.2 Controversy scores

In the terminology of rating agencies, controversies are facts involving companies in their interaction
with the real world, and which potentially have an adverse impact on the proper functioning of the
company, that of its partners, or more generally on the real world.

Controversies are established on the basis of facts cross-checked by a sufficient number of sources
deemed reliable and credible. Their identification is a process that is strictly regulated within the
various rating agencies, and is similar to a cross-checking of journalistic sources.

Vigeo-Eiris evaluates controversies according to several criteria, the most important ones being:

• the severity of the potential consequences of the facts,

• the company’s responsiveness in dealing with the facts,

• the recurrence of similar facts,
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• a blend of the previous items, called the ’risk mitigation score’.

Each controversy is known by a date of initial facts, followed by successive updates as events develop.
Each update may result in a re-evaluation of the ratings.

Unlike behavioral scores, a controversy may impact several areas of activity simultaneously,
and may relate to one or more of the three pillars E, S, and G. Vigeo-Eiris aggregates the various
controversies scores pertaining to these three pillars and produces separate evaluations of the con-
troversies, as well as overall evaluations.

Let us use the following notations, with P ∈ P = {E,S,G,All}:

• P indicates the scope of the controversies.

• CV SP (Si, t) is the severity score of stock i at time t,

• CV RPP (Si, t) is the responsiveness score [idem],

• CV REP (Si, t) is the recurrence score [idem],

• CV RMP (Si, t) is the risk mitigation score [idem].

It is important to note the following facts about controversies scores:

• The scores are provided on a 5-degree scale ranging from 0 (no controversy) to 4, corresponding
to the worst level. For the sake of homogeneity with the behavioural scores, these scores are
linearly rescaled between 0 (worst level) and 100 (best level).

• The controversies can be updated at any time, unlike the behavioural scores which only vary
once or twice per year.

• Historical scores are available since 2012 for major issuers. For past controversies, a record is
kept of the occurrence date of the facts, as well as their publication date by Vigeo-Eiris. This
latter date proves very useful when simulating strategies based on historical data.

2.4.3 Controversial activities

Some investors integrate principles of exclusion from certain activities into their investment strategy:
The motivations behind these exclusions may be philosophical, religious or other.

Vigeo-Eiris publishes, for a list of activities subject to exclusion called ”controversial activities”,
an estimate of the share of each issuer’s turnover in that industry. These estimates are presented
in intervals of [0.1].

There are approximately 15 controversial activities, subdivided into sub-branches bringing the
total number to approximately 60. The estimated breakdown of turnover can be known for each
sub-branch.

Examples of controversial activities are alcohol (production / distribution / marketing), fossil
fuels (extraction / production of energy from coal, shale gas) or animal treatment (tests for the
cosmetics industry, the health industry or intensive animal farming).
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3 Features engineering

The aim of the experiment described in this paper is to establish partial correlations between cer-
tain configurations of variables, on the one hand, and positive or negative excess return biases on
the other. The primary data presented above are not directly usable to conduct such a supervised
learning exercise, for two main reasons:

First, behavioural score data vary little since they are updated once or twice a year. For a
given action i and a given score k, the events {SCPk (Si, T ) ∈} are not independent because of the
temporal persistence of the scores.

Second, behavioural score data are subject to various biases. The most frequently cited are
sector bias and size bias. Regarding sector bias, it is clear for example that the aggregate envi-
ronmental score is higher in the insurance sector than in the mining sector. A strategy based on
criterion-based stock selection will therefore necessarily reflect this sector bias, with little variation
over time. With regard to size bias, it is known that larger companies have larger budgets to devote
to environmental or social responsibility communication. A selection based on the highest scores
therefore leads de facto to a large capitalisation bias.

For these two reasons, it therefore seems preferable to transform the primary data before sub-
mitting them to a learning algorithm. Moreover, the nature of the transformations chosen is linked
to the constraint of interpretability of the patterns detected by the algorithm. This choice con-
strains the complexity of the admissible transformations so that the results can be qualified as
interpretable. As will be explained later, the type of algorithm chosen for this experiment is a
supervised association rule production algorithm. For appropriate sets of parameters, this type
of algorithm satisfies the interpretability constraint, as long as the input variables themselves are
interpretable.

3.1 Variable of interest

We are interested in correlating forward excess-returns with market and extra-financial contexts.
Let us use the following notations:

• H > 0 is a prediction horizon expressed as a number of business days.

• Rit = ln(
P̃ i

t+H

P̃ i
t

) is the H-forward return for stock i at date t.

• wit are stocks- and time-dependent weights used to compute an average return: wit = 1
]Ut

corresponds to equal weighting, while wit = MCW i
t corresponds to market capitalizations

weighting.

• R̃t =
∑]Ut
i=1 w

i
t × Rit is the average H-forward return at time t, for all stocks in Ut weighted

according to the weighting scheme {wit}.

• σt = Stdev(R̃u, u ∈ [t − 260, t]) is the running one-year standard deviation of the averaged
returns of investable stocks, evaluated at time t.

• Y it = 1
σt

(Rit − R̃t) is the volatility-adjusted H-days forward excess return, evaluated at date

t for stock i. Y it is the variable used as label in the training set for the supervised learning
algorithm.

6



The following remarks can be made:

• The training set is T = ∪t∈[t0,t1]{(t × Ut)}. It encompasses the lists of investable stocks for
all dates. The learning process searches for covariables configurations associated to excess
returns biases that are significantly positive or negative when averaged on all stocks.

• The training variable Y it is a forward variable, hence unknown at date t outside the training
set. The set of all realizations of the training variable is indexed by T (time and investable
stocks).

• The normalization by the volatility of average returns aims at correcting the returns for the
non-stationarity of the volatility.

3.2 Normalized scores in a cluster

Two main disadvantages of behavioural scores have been mentioned previously: the lack of vari-
ability in time, and the associated structural biases. A general way to overcome, at least partially,
these two problems is to use cross-sectional normalizations for various groupings, or clusterings, of
the investable stocks.

By doing so, one can mimic the line of reasoning of a stock picker. The selection process for a
given stock, may not based of the position of its absolute score, but rather on the position of the
score relatively to a smaller set of comparable stocks. The notion of comparable stocks is versatile
in its meaning and can be implemented with sectors, market capitalization or volatility buckets and
more.

Formally, we need to define a time-dependent grouping function G.

G : Ut → {1, · · · , nG},
(t, Si) 7→ G(t, Si).

Such a function assigns to every stock at any date, a integer representing the index of the
group assigned to the stock. This group may be the index of a sector, of a volatility or market
capitalization bucket, etc. nG is the number of possible modalities for the values of G. In the
particular case where nG = 1, we have the trivial grouping with the whole universe Ut used as a
single group.

The G-group or G-cluster of stock i at time t is the set of stocks grouped similarly to stock i by
the G function:

CLGt (Si) = G−1(G(t, Si))

Given a scoring function SC, we define the domain of SC in a G-cluster by:
DOMG

SC(Si, t) = {SC(Sj , t)|Sj ∈ CLGt (Si)} as the set of values taken by the scoring function
SC for stocks belonging to the same G-group as stock i at time t.

Finally, let us define the relative score of a stock within its G-group by:

S̃C
G

(Si, t) =
1

]CLGt (Si)
×Rank

(
SC(Si, t), DOMG

SC(Si, t),
)
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where 0 ≤ Rank(x,E) ≤ ]E − 1 is the integer representing the position of x in the ordered set E.
The relative rank is a positive number between 0 and 1, with 0 being the lowest score.

This renormalization operation can be applied to all scores (behavioural and controversies for
the extra-financial domain, price dynamics and volatility for the financial domain) for a variety of
grouping functions. The functions used in this study are:

• Grouping by level 1 sector (11 sectors).

• Grouping by market capitalization (nG = 5 quintiles).

• Grouping by running one-year volatility (nG = 5 quintiles).

• Grouping by carbon intensity score (nG = 5 quintiles).

.
A total of roughly 400 features is generated by applying grouping strategies to primary data.

Each feature is calculated for all dates and all stocks and stored as a separate file.

4 Benchmark strategies

Investment strategies based on extra-financial scores have as main goal the selection of stocks
satisfying a set of extra-financial criteria, while controlling the financial risk. These extra-financial
criteria can take several forms. The simplest one is the exclusion from entire industrial sectors
deemed to be in opposition with the managers’ values. A more precise exclusion strategy will look
into the fraction of companies’ sales coming from certain controversial activities, and eliminate
those companies having a fraction of their sales above a threshold.

More elaborated strategies will rely on a ranking score of all companies. This score is meant
to reflect the manager’s preferences among the various ESG criteria, and is elaborated by us-
ing a manager-specific recipe. This score is generally a weighting of Environment -, Social- and
Governance-related specific scores. Achieving the synthesis of a large dimensional space of scores,
into a single number is not an obvious task, for which there are many competing possible solutions.

Having set his selection process of investable stocks, the manager has to set a weighting scheme.
This scheme will essentially depend on his financial objective and can be expressed as the mini-
mization of a certain objective function:

• the expected tracking error with respect to a set benchmark,

• the expected volatility,

• the cumulated weight deviations by sector,

• and more.

For the sake of simplicity, we will use from now on a equally weighted scheme. It is clear and
well known that this scheme overweights smaller companies when compared to a market-cap based
index. However, this bias will apply uniformly to the various strategies compared in this paper,
and will be considered secondary.
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4.1 Choice of the scoring function

The role of a scoring function is to create a one-dimensional projection of investable universe which
is by nature multi-dimensional. This projection can be achieved in many concurrent ways. The final
users of such a scoring will of course expect ’good’ (or virtuous) companies from an extra-financial
perspective to enjoy a better rating than ’poor’ stocks. The implied notion of quality for a company
is loosely defined and largely subject to debate.

A general way of producing scoring function is to start from a score vector deemed ’rich’ enough
to correctly discriminate companies, then to calculate the scalar product of this vector with a
stock-dependent weight vector describing the relative importance of various criteria.

A general (linear) form is hence: SCW (Si, t) =
∑K
k=1 w

i
k × SCk(Si, T ), where W (Si) =

(wi1, · · · , wiK) is a K-dimensional vector of real positive scores.
The retained weights are not dependent on the stock itself, but for example to its sector. It is

common practice to assign various criteria with sector-dependent weights. Environmental criteria,
for example, are less discriminating among financial companies than in the sector of basic materials.
The respective weights of E-criteria must reflect this hierarchy.

We will outline to major examples:

• The global ESG score: as most providers, Vigeo-Eiris publish a global ESG score SCESG
which is a blend of all specialized scores, according to weights defined through a proprietary
methodology.

• The aggregate controversy level: this score is an average of various active controversies at-
tached to every issuer at a given date. It encompasses the notion of severity, recurrence and
responsiveness in the various domain of activity.

4.2 Best in universe vs best in class

Once the scoring function has been defined, the action selection process must be defined. The most
natural idea is to set a quantile q ∈]0, 1[] and eliminate all stocks that score below the threshold
defined by the quantile q, ie verifying:

SC(Si, t) < THSCt ≡ Centile({SC(Sj , t), Sj ∈ Ut}, q) (1)

This strategy makes it possible to build portfolios that constructively improve the overall index
score. This is called the ”Best in universe” selection. The practical feasibility of this strategy is
highly dependent on the quality of the scoring function. For example, if the rating function strongly
overweighs environmental criteria, it could result in a portfolio that is sustainably concentrated on
very few sectors (finance, technology) and therefore not meet the manager’s requirement regarding
the tracking error relative to a benchmark index.

In order to overcome this undesired biases, managers rather use ”Best in class” strategies. The
idea here is to replace the global threshold defining eligibility, by sector-dependent thresholds. The
exclusion condition then becomes:

SC(Si, t) < THSCt(Sec ≡ Centile({SC(Sj , t), Sj ∈ Uk,jt }, q) (2)

where k is the unique index representing the sector of stock Si, such that Si ∈ Uk,jt .
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In other words, all stocks scoring under a lower quantile calculated in their sector, will be ex-
cluded from the portfolio. By construction, this selection strategy minimizes the sector deviations
from the benchmark allocation, since an constant proportion of each sector is retained. The weak
point of this strategy is that it mostly focuses on financial risk management, and therefore main-
tains investment in sectors with a negative impact such as fossil fuels, tobacco or mining.

The foregoing discussion highlights two difficulties. Firstly, summarising all the extra-financial
criteria in a single score which alone would provide a universal ranking of companies. Second,
the difficulty of reconciling the management of financial risks - by giving priority to the usual
diversification criteria - and that of extra-financial risks. Hence the interest of an agnostic approach
free of prior bias and based solely on data. This approach can only fully contribute its lessons if it
remains interpretable. This explains the choice of rule-based learning which guided this research.

5 Producing rules

To produce an interpretable model we use a rule-based algorithm. Rule-based algorithms are the
most common algorithms generating an interpretable output model. These algorithms are based on
the notion of rule. On a feature space X , where X = X1 × · · · × Xd, a rule is an If-Then statement
of the form:

IF x ∈ r (3)

THEN Prediction = p

where r ⊂ X . In this paper all r considered are hyperrectangles: r = c1 × · · · × cd, where for all j,
cj ⊆ Xj .

The If part, called the condition of the rule r, is then composed of tests, each of which checking
whether a feature (a coordinate of x) satisfies a specified property or not. We call the length of the
rule, denoted by `(r), the number of cj ’s which are not Xj . We have:

`(r) = d−#{1 ≤ j ≤ d; cj = Xj}. (4)

The Then part, called the conclusion of the rule, is the predicted value when the rule is activated,
i.e. when the condition in the If part is satisfied. The rules are easy to understand and allow an
interpretable decision process when `(r) is small. For a review of the best-known algorithms for
descriptive and predictive rule learning, see Zhao and Bhowmick (2003) and Fürnkranz et al. (2012).

In this paper we use the algorithm RIPE Margot et al. (2018) updated for financial time series.
RIPE is a deterministic, interpretable covering algorithm. It designs and extracts, from an historical
database, a set of rules to predict the value of an interest variable given a new observation x ∈ X .
We have adapted this algorithm to predict at each time t the returns values of assets given an input
variable xt ∈ X .

To do so, we have used a specific function of significance and we have changed the partitioning
trick used in the prediction of predictor generated by RIPE by an expert aggregation. It means
that at each time t the set of all predictions of the selected rules is aggregated to one prediction, ŷt
by a convex combination. When the realized value yt is known, the coefficients of the combinations
are revised to overweight rules with a good prediction and underweight the others for the next
prediction ŷt+1. The weight of each rules may be viewed as a confidence index.
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The process is divided in two steps. As in Nemirovski (2000); Tsybakov (2003), all the historical
dataset DN is divided in two sub-datasets: Dn the learning set and Dt the aggregation set, such
as t >> n and t + n = N . The first sample Dn is used to design and to select the set of suitable
rules. And the second one is used to fit the coefficients of the convex combination using the expert
aggregation theory Cesa-Bianchi and Lugosi (2006); Stoltz (2010).

5.1 Quick overview of rules designing

The rules designing is based on the notion of suitable rules. RIPE designs rules in independent way
and test if they fulfilled some criteria. Thus, it is easy to add business criteria.

5.1.1 Definition of independent suitable rules

Let Dn = ((x1, y1), . . . , (xn, yn)) ∈ (X × R)n be the learning set.

Definition 5.1. For any set E ⊂ X , we define

µ(E,Dn) :=

n∑
i=1

yi1xi∈E

n∑
i=1

1xi∈E

, (5)

where, by convention, 0
0 = 0.

Definition 5.2. A rule f is a function defined on r × (X × R)
n

, constant on its first argument,
and equal to

f (x, Dn) := µ(r, Dn), (6)

with r =
∏d
k=1 ck, where each ck is an interval of Xk. The hyperrectangle r is the condition and

µ(r, Dn) is the prediction of the rule f . The event {X ∈ r} is called the activation conditions of
the rule f .

One can notice that a rule f is completely defined by its condition r. So, by an abuse of notation
we do not distinguish between a rule and its condition.

We are now able to define a suitable rule.

Definition 5.3. A rule f , defined on r =
∏d
j=1 cj, is a suitable rule for a sample Dn if and only

if it satisfies the two following conditions:

1. Coverage condition.

Cmin ≤
∑n
i=1 1xi∈r

n
≤ Cmax, (7)

where Cmin and Cmax are fixed by the statistician.

2. Significance condition.

|µ(r, Dn)− µ(X , Dn)| ≥ z(r, Dn, α), (8)

for a chosen α ∈ [0, 1], and a chosen function z.
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The coverage condition (7) avoids to select rules which characterized a too small period (i.e with
a low coverage rate) with Cmin and rules which are to obvious (i.e with a high coverage rate) with
Cmax.

The threshold in the significance condition (8) is set such that the probability of falsely rejecting
the null hypothesis µ(r, Dn) = µ(X , Dn) is less than α. The parameter α permits to control the
number of suitable rules. The higher α, the higher the number of suitable rules.

RIPE generates rules of length k ≥ 2 by a suitable intersection of rules of length 1 and rule of
length k − 1.

Definition 5.4 (Def 9 Margot et al. (2018)). Let dn = (xi)1≤i≤n be a sequence of observations.

Two rules r =
∏d
j=1 c

r
j and s =

∏d
j=1 c

s
j define a suitable intersection if and only if they satisfy the

two following conditions:

1. Intersection condition:

{x ∈ r ∩ s; x ∈ dn} 6= ∅,
{x ∈ r; x ∈ dn} 6⊆ {x ∈ s; x ∈ dn} and {x ∈ s; x ∈ dn} 6⊆ {x ∈ r; x ∈ dn}.

(9)

2. Length condition:
`(r ∩ s) = `(r) + `(s). (10)

The intersection condition (9) ensures that the algorithm does not increase the length of a rules
without adding information. It means that r and s must not be satisfied for the same observations
of dn. The length condition (10) means that r and s have no marginal index in common. In other
words r and s must satisfied that

{1 ≤ j ≤ d; crj 6= Xj} ∩ {1 ≤ j ≤ d; csj 6= Xj} = ∅.

5.1.2 Discretization process

Designing all rules when features are continuous variables, is too complex and too time-consuming
to be feasible in practice. So, to increase speed by limiting the searching area, each variable of the
feature space is discretized into m classes. As in RIPE (Margot et al., 2018) and RICE Margot et al.
(2020) the empirical quantiles of each variable are considered (when it has more than m distinct
values). The algorithmic complexity of the discretization is O(ndm). After the discretization, each
class for each variable covers approximately n/m points of Dn.

The discretization is interesting since it guarantees that a covering of the sample is a covering
of the feature space. Indeed, if we have a covering of the sample then for any new observation we
have at least one activated rule. Without the discretization process, the new observation may be a
new extrema for example.

Using discretization is a common method when X ∈ Rd, we may cite Fayyad and Irani (1993);
Dougherty et al. (1995); Srikant and Agrawal (1996) which use quantitative methods for discretiza-
tion and the algorithms BRL (Bayesian Rule Lists) Letham et al. (2015) and SIRUS Bénard et al.
(2019) which use the empirical quantiles.

12



5.1.3 Designing suitable rules

The design of suitable rules is made recursively on their length. It stops at a length k if no rule is
suitable or if the maximal complexity k = lmax is achieved.

Length 1:
The first step is to find suitable rules of length 1. First notice that the length of evaluating all rules
of length 1 is O(ndm2).

Rules of length 1 are the base of the search heuristic. So all rules are considered and only
suitable are kept, i.e rules that satisfied the coverage condition (7), the significance condition (8),
and some business criteria. Since rules are considered independently, the search can be parallelized.

Length k:
Among the suitable rules of length 1 and k− 1, the algorithm selects M rules of each length (1 and
k− 1) according to a chosen criterion. Then it generates rules of complexity k by pairwise suitable
intersection according to the definition 5.4. It is easy to see that the complexity of evaluating all
rules of length k obtained from their intersections is then O(nM2). Here again, since rules are
considered independently, the evaluation can be parallelized.

The parameter M helps controlling the computing time and it is fixed by the statistician.

5.1.4 Complexity and parallelization

As for RIPE Margot et al. (2018) and RICE Margot et al. (2020), this algorithm can be easily
parallelized. Throughout the process, except for the selection, rules are designed in an independent
way. Thus, each loop on rules may be done on different cores. Assume that we have an unlimited
number of cores, then the complexity of the algorithm can be hugely decreased.

The discretization can be done on each dimension, each bin in {1, . . . ,m} and each i ∈ {1, . . . , n}
at the same time. So, the complexity of discretization process is the same as the complexity of
finding a quantile which is O(n) on average Hoare (1961).

The complexity of the design of rules of length 1 may be decrease to O(n) instead of O(ndm2).

Indeed, we can do the designing of the
d

2

(
(m+1)m

)
rules at the same time. Hence, the complexity

parallelized process of the design of rules of length 1 is the same as the design of a rule which is
O(n).

Finally, for the process of design of rules of length k we have k2 intersection operation that
can be made in the same time. The complexity of parallelized process becomes the same as the
evaluation of a suitable intersection which is O(2n).

In conclusion, the dimension of the features space is not an issue. The number of candidates k
and the maximal length lmax must be reasonably smalls (smaller than 500 and 5 respectively) to
avoid an uncontrollable increase in the complexity of the select part.

5.1.5 Aggregation

Let Dt = ((x1, y1), . . . , (xt, yt)) ∈ (X ,R)
t

be the aggregation set and let S be a set of R selected
rules. At each time t all predictions of all rules are aggregated to one prediction ŷt as follow:

ŷt =

∑R
i=1 πi,tfi(xt, Dn)∑R
i=1 πi,t1xt∈ri

(11)
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with πi,1 =
1

R
.

When the realized value yt is known, the weights π.,t+1 are updated with the following formula

πi,t+1 = πi,t
e−η`(fi(xt,Dn),yt)∑R
i=1 e

−η`(fi(xt,Dn),yt)
, (12)

with η > 0 and ` a convex loss function.

Remark 5.5. One can notice that fi(xt, Dn) is not defined if xt /∈ ri. In (11), ŷt is well defined for
all t since the set S is covering of X . In (12) we use methodology of the sleeping expert aggregation
from Devaine et al. (2013).

6 Rule-based strategies

The idea here is to apply the RIPE algorithm to extract rules from the data. It is therefore a
supervised learning exercise, in which the variable to be explained is the excess return over the
medium term (here 3 months) of each security relative to the market average. The expected
advantages over a linear regression are multiple: - cross-crossing the effects of several variables, -
detect local and not global correlations. Unlike methods based on decision trees, the rules produced
can have partially overlapping activation domains. A given action can simultaneously activate rules
associated with positive and negative excess returns. The dynamic voting procedures presented in
the previous paragraph make it possible, even in this case, to obtain a unique predictor.

6.1 Objectives and constraints

The training data set consists of the union of all derived variables Xk(Si, t) and the variable Y it ,
where each share Si belongs to the investable universe Ut. There are 980 variables Xk. Each
variable can have a value for each date and each share belonging to the total investable universe U .
Let us recall that U includes the 500 issuers that were, at least on one date, part of the Euro Stoxx
300 index. The main parameters relevant to RIPE have been set as follows:

• The time span of the training set is between January 1, 2012 and April 1, 2017.

• All variables have been discretized in 5 modalities from 0 to 4, 0 representing the lowest ESG
grade and 4 the highest.

• The maximum complexity set in RIPE has been set at a maximum of 2 variables per rule.

• The minimum coverage Cmin for a rule is 5 %.

• Economic coherence To ensure that the results produced make economic sense and are
in line with investors’ expectations, a particular constraint has been introduced into the
algorithm: a rule cannot give an indication of overweighting, i.e. be associated with an excess
positive return in the training set, if its conditions relate to below-average ESG criteria. In
other words, a rule cannot recommend overweighting stocks with poor extra-financial metrics.
The purpose of this voluntary restriction is to inhibit the occurrence of rules that are contrary
to common sense, but appear to be statistically sound. This restriction was introduced in
RIPE at an early stage of the exploration process. This option is much preferable to letting
the algorithm select the best statistical rules, and filter them afterwards.
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6.2 Rules set

On the given dataset, RIPE produces a total of 38 rules, out of which 19 (resp. 19) are associated
with a positive (resp. negative) excess return average on the training set. This exact balance
between positive and negative rules is not the result of a set constraint, and can be different for
other training periods.

Figure 1: This figure shows the distribution of the rules with respect to their coverage (X-axis) and their significance
(Y-axis). The lower bound of 5% on the coverage clearly appears on the plot.

The 38 rules use a total of 42 features, which is less than the theoretical maximum of 76 = 2×38
that would be attained if a feature occurred only once per rule. The following figure illustrates the
frequency of occurrence of the various features in rules:

On the training set, each event (t, Si) activates an average of 4.7 rules. A simple double-
counting reasoning shows that the average number of activated rules by event is equal to the sum of
the coverage of rules. It can be interpreted as a measure of the degree of redundancy of the rule set.
For a rule set built from a unique decision tree, this number would be equal to 1 by construction.
The following graph shows the distribution in time, and across buckets of coverage, of the rules’
activation. As expected, the homogeneity in time is good.

6.3 Building a portfolio from rules

As explained in section 5.1.5, a prediction can be formed at any date t and for any stock Sj , by
aggregating the predictions of all rules. The observable variables vector for stock is Sj is xjt and
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Figure 2: The X-axis has been cut by whole years. The Y-axis represents a grouping of shares by capitalization buckets
(the small caps at the top). The graph shows a good temporal homogeneity of rule activations, with a slight
majority of the number of rules for the largest caps.
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the prediction reads:

ŷjt =

∑R
i=1 πi,tfi(x

j
t , Dn)∑R

i=1 πi,t1xj
t∈ri

(13)

Remembering that ŷjt is a H-days forward prediction, we define the trailing signal, or cumulated
bet for this stock by:

CBetjt =
1

H
×

t∑
u=t−H+1

ŷju (14)

The quantity CBetjt associated to stock j at time t plays the exact same role as the term of
expected return r used as input in a portfolio optimisation scheme, for example in the expression
of a Lagrangian functional:

MaxwL (w, t) = w · r− λ

2
w · Σw∗ (15)

The strategy presented here is an equal weighting of the 40 stocks having the highest CBetjt at
time t, based on the aggregation of the 38 rules indicated above. The training set ends as at 1st of
April, 2017. From his date on, the set of 40 stocks maximizing the signal is rebalanced on the first
business day of each month.

Here are the compared financial performances of the various strategies, computed on the period
from 1/4/2017 and 31/1/2020:

Strategies Volatility
Annualized

return
Sharpe
ratio

Beta Alpha
Average ESG

Score
Rules2017 12.4% 8.8% 0.71 1.94 2.37% 52.9

Equal weight index 6% 3.2% 0.53 1 0% 42.8
Best Severity 9.1% 5.3% 0.58 1.43 0.74% 35.4

Best ESG Score 11.4% 0.7% 0.06 1.86 -0.46% 53.9
Best Severity in sector 11% -1.9% -0.18 1.74 -0.69% 37.7

Best ESG Score in sector 10.1% 2.8% 0.27 1.63 -2.04% 37.5

The rule-based strategy realizes the best alpha on the out of sample period. Measuring the
alpha rather than the performance spread takes into account the implied beta of the strategy, and
lowers the dependency to the end points of the time interval. Interestingly, the rule-based strategy
also improves the average ESG Score. This result is partly due to the common-sense constraint
exposed above, that prevents RIPE from creating ’Buy’ rules associated with poor ESG metrics.

7 Conclusion and further work

We have shown that it is possible to take advantage of the wide variety of extra-financial score,s to
highlight recurring patterns of outperformance or risk in a broad universe of listed equities. The
features engineering stage is essential to create sufficient variability in data that is naturally static
and sparse. A supervised association rules algorithm like RIPE provides interpretable rules for a
limited number of variables. These rules are then aggregated using a dynamic weighting scheme,
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Figure 3: The rule-based strategy produces the best alpha on the studied period, followed by the Best-ESG-in-sector
strategy and the Best-controversy-score-in-universe strategy. The former shows a better regularity.

Figure 4: The rule-based strategy improves the average ESG score of the investable universe in the same proportion as
the Best-ESG-in-universe strategy. The choice of stocks scoring the lowest level of controversy, on the opposite,
deteriorates the global ESG score.
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which keeps track of the rules that help predict the behaviour of each action. Learning should be
repeated regularly. Indeed, the alpha of the strategy is underpinned by a hypothesis of recurrence
of the patterns identified by the rules. Experiments show that this recurrence tends to diminish
over time.

There are many ways to improve this framework. To cite a few active lines of research :

• Expand the data sets to include extra-financial scores from different vendors. A frequent
criticism of behavioural scores is that they are established on a primarily declarative basis.
The current trend is to supplement them with measures of the impact of business activity on
the ecosystem and social fabric. This is known as impact investment. Impact ratings are not
yet subject to precise standards and their use in a systematic process remains experimental
for the time being.

• Deepen the exploitation of controversies. Controversies contain a lot of qualitative and quan-
titative information. Their collection and publication by rating agencies is the subject of
real journalistic work. The nature of the facts at the source of the controversies, the recur-
rence of these facts and the company’s reaction to remedy them are valuable indicators of the
company’s behaviour that have significant predictive value.

• Use dimensionality reduction techniques, such as non-negative matrix factoring, to reduce the
number of variables and reduce the risk of over-fitting the data.

• Test alternative dynamic rule aggregation schemes.

• Implement non-interpretable predictive methods and evaluate the cost of the interpretability
constraint in terms of performance/risk.
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Srikant, R. and Agrawal, R. (1996). Mining quantitative association rules in large relational tables.
In Acm Sigmod Record, volume 25, pages 1–12. ACM.
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